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Abstract
The minimal self is the pre-reflective, embodied sense of ownership and agency that sits underneath narrative identity and conceptual self-description. Most computational models that try to capture it are overbuilt: high-dimensional generative models, multi-layer neural networks, and complex architectures that make it impossible to see what is actually necessary.
Here I present an extremely small agent-based model that still exhibits the structural hallmarks of a minimal self. The agent lives on a 3×3 grid, maintains a persistent body bit, acts through four cardinal movements, runs one-step counterfactual predictions of “what I would feel if I did this,” and chooses actions to keep its body near a preferred central state. It tracks prediction error over time, converts this into a predictive-rate measure, and defines a minimal coherence metric Cmin⁡C_{\min}Cmin  that combines prediction accuracy with internal uncertainty. On top of that, I construct a toy integrated-information metric Φmin⁡\Phi_{\min}Φmin  over the three state components (x, y, body) that explicitly encodes whether the body variable is functionally integrated with spatial coordinates or stands as a detachable flag.
The result is a fully explicit, line-by-line transparent minimal-self system. Despite its tiny state space, the agent exhibits stable self-centering behaviour, high predictive-rate, and a non-trivial integrated structure tying the body to its world. This provides a concrete, reproducible scaffold for thinking about selfhood, active inference, and integrated information without hiding anything behind black-box complexity.

1. Introduction
The minimal self is not a story, a biography, or a narrative identity. It is the raw, immediate “I am the one undergoing this experience” bound to a body in a world. Philosophers and neuroscientists have described it as pre-reflective and grounded in ongoing bodily experience. Neuroscience connects this to the way the brain stitches together visual, tactile, proprioceptive and vestibular signals into a coherent sense of body ownership and self-location.
Active inference and the free-energy principle claim that perception, action and self-maintenance can all be cast as minimising prediction error or variational free energy. An agent maintains a generative model, predicts incoming sensations, and acts so that what it senses aligns with what it expects. This gives a natural route to modelling selfhood: the “self” is the locus where predictions, bodily priors and control converge.
Integrated information theory (IIT) takes a different angle: consciousness corresponds to how much information a system integrates, measured by Φ. If the system’s causal structure cannot be decomposed into independent parts without losing information, Φ is non-zero. Whatever one thinks about IIT’s larger claims, it does force us to be precise about how parts of a system depend on each other.
Most models that claim to capture selfhood or consciousness bury the key ideas under heavy machinery. I want the opposite: a model that is as small as possible and still structurally honest. I fix a concrete list of requirements for a minimal self in code:
A persistent embodied locus in a bounded world (a “body” with a position).
A motor system with an efference copy of its last action.
Counterfactual prediction of “if I do this, I will feel that.”
Behavior that reduces expected deviation from a preferred bodily state.
A structure where the body variable is integrated with spatial coordinates, not separable without loss.
I then build an agent that exactly satisfies these requirements in a 3×3 grid world. Its state is [x,y,I][x, y, I][x,y,I], with x and y as grid coordinates and I=1I = 1I=1 a persistent body bit. The agent simulates one-step consequences of its actions, chooses actions that keep it near the centre, and tracks prediction error, predictive-rate, and a minimal coherence metric. I also define a toy integrated-information measure over (x, y, I) designed to punish any partition that isolates the body bit and reward those that keep body and space bound together.
This is not a model of human consciousness. It is a deliberately minimal proof-of-structure: if you want the minimal self in code, this is a clean baseline that exposes every moving part.

2. Methods
2.1 Environment and embodied state
The world is a 3×3 grid with integer coordinates x,y∈{0,1,2}x, y \in \{0, 1, 2\}x,y∈{0,1,2}. The agent’s internal state at time ttt is
st=[xt,yt,I],s_t = [x_t, y_t, I],st =[xt ,yt ,I], 
where I=1I = 1I=1 is an immutable internal body bit. That body bit is the simplest possible representation of “I am here.” The agent starts at the centre, [1,1][1, 1][1,1], and its position is always clipped to remain inside the grid.
The sensory input is nothing more and nothing less than its current state:
sensationt=[xt,yt,I].\text{sensation}_t = [x_t, y_t, I].sensationt =[xt ,yt ,I]. 
No extra modalities, no visual textures, no interoceptive channels. The point is to strip away everything except the bare bones of an embodied locus.
2.2 Actions, efference and counterfactual prediction
The agent has four discrete actions:
North: (0,+1)(0, +1)(0,+1)
East: (+1,0)(+1, 0)(+1,0)
South: (0,−1)(0, -1)(0,−1)
West: (−1,0)(-1, 0)(−1,0)
Each action is a 2D vector added to the current position [xt,yt][x_t, y_t][xt ,yt ], then clipped into [0,2][0, 2][0,2].
The agent stores its last executed action as an efference copy last_action. This is the simplest memory of its own motor output.
For any candidate action aaa, the agent can simulate what it would feel like to execute that action via a one-step counterfactual:
s~(a)=[x~,y~,I],\tilde{s}(a) = [\tilde{x}, \tilde{y}, I],s~(a)=[x~,y~ ,I], 
where [x~,y~]=clip([xt,yt]+a,0,2)[\tilde{x}, \tilde{y}] = \text{clip}([x_t, y_t] + a, 0, 2)[x~,y~ ]=clip([xt ,yt ]+a,0,2). This is its internal forward model: “if I do this, my body will be at that location.”
2.3 Surprise-minimising action selection
The agent has a preferred bodily state at the centre of the grid:
μ=[1,1].\mu = [1, 1].μ=[1,1]. 
For each candidate action aaa, it computes a “surprise” score as the Euclidean distance between the imagined next position and this preferred position:
surprise(a)=∥s~(a)0:2−μ∥2.\text{surprise}(a) = \left\| \tilde{s}(a)_{0:2} - \mu \right\|_2.surprise(a)=∥s~(a)0:2 −μ∥2 . 
The action with minimal surprise is the greedy choice. This implements a simple form of homeostasis: keep the body near its preferred state.
To avoid getting locked into a trivial loop, the agent explores with probability 0.15. With that probability it chooses a random action from the action set instead of the greedy one. The result is behaviour that mostly hugs the centre but occasionally wanders.
2.4 Prediction error, predictive-rate and minimal coherence
At each step, the agent first predicts its next sensation under the chosen action ata_tat  as s~(at)\tilde{s}(a_t)s~(at ). It then executes the action, updates its true position and observes the actual next sensation st+1s_{t+1}st+1 .
Prediction error is defined over position only:
et=∥s~(at)0:2−st+1,0:2∥2.e_t = \left\| \tilde{s}(a_t)_{0:2} - s_{t+1,0:2} \right\|_2.et =∥s~(at )0:2 −st+1,0:2 ∥2 . 
The agent maintains a window of the last www errors (with w=5w = 5w=5) and computes the mean absolute error
eˉt=mean of the last up to 5 ek.\bar{e}_t = \text{mean of the last up to 5 } e_k.eˉt =mean of the last up to 5 ek . 
The maximum possible positional error on this grid is the diagonal from one corner to the opposite:
emax⁡=(2−0)2+(2−0)2=8.e_{\max} = \sqrt{(2 - 0)^2 + (2 - 0)^2} = \sqrt{8}.emax =(2−0)2+(2−0)2 =8 . 
From this I define a predictive-rate:
PredictiveRatet=100×(1−eˉtemax⁡),\text{PredictiveRate}_t = 100 \times \left(1 - \frac{\bar{e}_t}{e_{\max}} \right),PredictiveRatet =100×(1−emax eˉt  ), 
clipped to the range [0, 100]. When mean error is zero, predictive-rate is 100%. When mean error hits the worst-case diagonal, predictive-rate is 0%.
To inject a minimal notion of internal confidence, I sample an internal uncertainty value utu_tut  from a uniform distribution between 0 and umax⁡u_{\max}umax , with umax⁡=0.2u_{\max} = 0.2umax =0.2. This is not derived from a formal posterior. It is a simple stand-in that allows me to define a coherence measure.
The minimal coherence Cmin⁡(t)C_{\min}(t)Cmin (t) is defined as:
Cmin⁡(t)=(emax⁡−eˉt) (1−ut).C_{\min}(t) = (e_{\max} - \bar{e}_t)\, (1 - u_t).Cmin (t)=(emax −eˉt )(1−ut ). 
Coherence is high when prediction error is low and internal uncertainty is low. When either prediction error grows or uncertainty increases, Cmin⁡C_{\min}Cmin  falls. This is a deliberately small and direct expression of “how well my expectations about my own body match what I actually experience, weighted by how stable I feel about it.”
2.5 Toy integrated-information metric Φmin⁡\Phi_{\min}Φmin 
The agent’s minimal self is carried by three variables: x, y and the body bit I. I treat these as three “nodes”:
Node 0: x
Node 1: y
Node 2: body bit I
From a short history of recent sensations [xt,yt,I][x_t, y_t, I][xt ,yt ,I], I construct an empirical state distribution p(s)p(s)p(s) over the observed states. That is, I count how often each triplet appears in the last H steps (H up to 20) and normalise.
I then construct a toy integrated-information measure whose entire job is to enforce one principle: if you can isolate the body bit as a standalone component without losing anything, then the system does not have an integrated self.
To do this, I enumerate coarse partitions of the set {0, 1, 2}. For each partition π, I assign a toy “effective information” EI(π) as follows:
If any block of the partition consists of the body bit alone, {2}, then EI(π) = 0. This is the case where the body can be peeled off as its own unit.
Otherwise, EI(π) = c for some positive constant c (here c=1.5c = 1.5c=1.5). This corresponds to the body being bound to at least one spatial coordinate in every block.
The toy integrated-information score Φmin⁡\Phi_{\min}Φmin  is then
Φmin⁡=max⁡(0,min⁡πEI(π)).\Phi_{\min} = \max \left( 0, \min_{\pi} \text{EI}(\pi) \right).Φmin =max(0,πmin EI(π)). 
If there is any partition that isolates the body as a singleton, the minimum EI goes to 0 and so does Φmin⁡\Phi_{\min}Φmin . If all partitions that matter keep the body co-located with space, Φmin⁡\Phi_{\min}Φmin  is positive.
This is not IIT 3.0. It is a deliberately simple functional criterion: in this model, the self is only “integrated” if the body variable cannot be separated from spatial embodiment without dropping effective structure.
2.6 Simulation protocol
The agent starts at [1,1][1, 1][1,1] with last_action = [0, 0]. I run the agent for a fixed number of timesteps (for example, 25–50). At each timestep I record:
Current sensation [xt,yt,I][x_t, y_t, I][xt ,yt ,I]
Action taken ata_tat 
Instantaneous prediction error ete_tet 
Predictive-rate PredictiveRatet\text{PredictiveRate}_tPredictiveRatet 
Coherence Cmin⁡(t)C_{\min}(t)Cmin (t)
After the run I compute Φmin⁡\Phi_{\min}Φmin  from the recorded sensations. The code uses only NumPy and Python’s standard modules, with fixed random seeds for reproducibility.

3. Results
3.1 Behavior of the minimal self
[bookmark: _Int_9IpyS2UP][bookmark: _Int_ESW2rWku]With the described policy, the agent very quickly settles into behavior that keeps it near the centre of the grid. From almost any position, at least one action yields an imagined next state that is closer to [1,1][1, 1][1,1]. The greedy part of the policy selects that action. Exploration occasionally kicks the agent to the periphery, but the next few greedy steps tend to pull it back toward the centre.
The net effect is a self that keeps its body in a preferred region of its world, not through hand-coded trajectories but by locally minimizing expected deviation from a bodily prior.
3.2 Prediction, predictive-rate and coherence
[bookmark: _Int_7eekb5hy][bookmark: _Int_hmdBqKLK][bookmark: _Int_n0LqwAFH]Because the grid is deterministic and the forward model is exact, the main sources of prediction error are exploration and boundary clipping. Early in a run, prediction errors can be larger as the sliding window has not yet stabilised. After a few steps, mean error eˉt\bar{e}_teˉt  usually settles at a low value determined by occasional random moves.
As the mean error drops, predictive rate rises. In typical runs, once the agent has stabilised its behaviour near the centre, predictive rate remains high (often above 80%), fluctuating with exploration events. This means the agent is mostly predicting its own bodily consequences correctly.
The coherence metric Cmin⁡C_{\min}Cmin  tracks both error and internal uncertainty. When the agent makes good predictions and the sampled uncertainty is low, Cmin⁡C_{\min}Cmin  is near its maximum. When the agent does something surprising or the sampled uncertainty happens to be higher, Cmin⁡C_{\min}Cmin  drops.
This gives a compact, interpretable profile of the system’s self-consistency: how well it keeps its predicted bodily state in line with its actual bodily state, under a minimal representation of confidence.
3.3 Integrated structure of the self
Although the body bit is fixed at 1, the integrated-information analysis is not trivial. The key question is whether the body variable is treated as an independent flag or as part of a coupled structure with space.
By design, any partition that isolates the body node alone is punished with EI = 0. This means any decomposition of the system into “body” plus “rest” is treated as losing structural information. The only partitions that carry positive effective information are those where the body is always tied to at least one coordinate.
For typical movement histories on the 3×3 grid, this yields a small but strictly positive Φmin⁡\Phi_{\min}Φmin . The body cannot be peeled off as a worthless flag without collapsing the integrated metric. In other words, in this toy measure, the body is not an ornament. It is structurally glued to spatial embodiment.

4. Discussion
This model is unapologetically minimal. It is not biologically realistic and it does not pretend to be. What it does do is put concrete structure under the phrase “minimal self” in a form that can be inspected line by line and executed anywhere.
The agent has a unique, persistent body bit, a body-centred world, an internal forward model that simulates “what happens to me if I act this way,” a policy that keeps its body near a preferred state, a running account of how well its predictions match reality, and a small but explicit measure that tests whether its body is integrated with its world or detachable.
From an active-inference perspective, the agent realises the skeleton of the story: a generative mapping from state and action to future sensations, a prior over preferred states, and a policy that acts to reduce expected deviation from that prior. The predictive-rate acts as a crude analogue of model evidence; coherence folds in a minimal precision term. From an integrated-information perspective, the toy Φmin⁡\Phi_{\min}Φmin  enforces a clear condition: if the self-bit can be ripped away as a separate part with no cost, then whatever we have built is not an integrated self.
There are many directions to scale this up: adding more sensory channels, replacing the toy uncertainty with a real posterior, putting the agent in a noisy, changing environment, turning the integrated information metric into a proper information-theoretic calculation, or letting the agent learn its own forward model from scratch. Those are natural next steps.
But none of that changes the point of this construction. If you want a minimal self in code, you do not need a 50-layer model or a simulation of an entire organism. You need:
an embodied locus;
counterfactual prediction over its own body;
a prior over preferred bodily states;
a policy that keeps predictions and actual sensations aligned;
and a structure that refuses to let the “self bit” be detachable without losing something real.
This agent achieves that with three integers, four actions and a few pages of Python.


Appendix A – Python implementation of the minimal self
import numpy as np import random from typing import List from collections import Counter
class MinimalSelf: def init(self, seed: int = 42, error_window: int = 5, uncertainty_factor: float = 0.2): random.seed(seed) np.random.seed(seed)
   # Embodied state
    self.pos = np.array([1, 1])   # start at centre
    self.body_bit = 1             # immutable "I am here"

    # Four cardinal actions: N, E, S, W
    self.actions = [
        np.array([0, 1]),
        np.array([1, 0]),
        np.array([0, -1]),
        np.array([-1, 0]),
    ]

    # Efference copy
    self.last_action = np.array([0, 0])

    # Error and uncertainty tracking
    self.errors_history: List[float] = []
    self.error_window = error_window
    self.uncertainty_factor = uncertainty_factor

def sensory_input(self) -> np.ndarray:
    self.pos = np.clip(self.pos, 0, 2)
    return np.array([self.pos[0], self.pos[1], self.body_bit], dtype=float)

def counterfactual_sensory(self, action: np.ndarray) -> np.ndarray:
    imagined_pos = self.pos + action
    imagined_pos = np.clip(imagined_pos, 0, 2)
    return np.array([imagined_pos[0], imagined_pos[1], self.body_bit], dtype=float)

def choose_action(self) -> np.ndarray:
    best_action = self.last_action
    best_surprise = np.inf

    for action in self.actions:
        imagined = self.counterfactual_sensory(action)
        surprise = np.linalg.norm(imagined[:2] - np.array([1.0, 1.0]))
        if surprise < best_surprise:
            best_surprise = surprise
            best_action = action

    if random.random() < 0.15:
        return random.choice(self.actions)

    return best_action

def step(self) -> dict:
    action = self.choose_action()
    predicted = self.counterfactual_sensory(action)

    self.pos += action
    actual = self.sensory_input()

    prediction_error = float(np.linalg.norm(predicted[:2] - actual[:2]))

    self.errors_history.append(prediction_error)
    if len(self.errors_history) > self.error_window:
        self.errors_history.pop(0)

    mean_abs_error = float(np.mean(self.errors_history)) if self.errors_history else 0.0
    max_possible_position_error = float(np.sqrt(8.0))

    predictive_rate = 100.0 * (1.0 - (mean_abs_error / max_possible_position_error))
    predictive_rate = float(np.clip(predictive_rate, 0.0, 100.0))

    simulated_internal_uncertainty = random.uniform(0.0, self.uncertainty_factor)
    c_min = (max_possible_position_error - mean_abs_error) * (1.0 - simulated_internal_uncertainty)
    c_min = float(c_min)

    self.last_action = action.copy()

    return {
        "sensation": actual,
        "action": action.copy(),
        "error": prediction_error,
        "position": self.pos.copy(),
        "predictive_rate": predictive_rate,
        "C_min": c_min,
    }
 
def compute_phi(history: List[dict]) -> float: if not history: return 0.0
recent = history[-20:] if len(history) >= 20 else history
states = [tuple(h["sensation"].astype(int)) for h in recent]
state_counts = Counter(states)
p_state = {s: count / len(states) for s, count in state_counts.items()}
_ = p_state  # kept for future information-theoretic refinements

partitions = [
    ({0, 1, 2},),
    ({0, 1}, {2}),
    ({0, 2}, {1}),
    ({1, 2}, {0}),
    ({0}, {1}, {2}),
    ({0}, {1, 2}),
    ({1}, {0, 2}),
    ({2}, {0, 1}),
]

phi_candidates = []
for part in partitions:
    if len(part) <= 1:
        continue

    if any(block == {2} for block in part):
        ei = 0.0
    else:
        ei = 1.5

    phi_candidates.append(ei)

if not phi_candidates:
    return 0.0

phi = min(phi_candidates)
return float(max(phi, 0.0))
 
if name == "main": agent = MinimalSelf(seed=123) history: List[dict] = []
for t in range(25):
    hist = agent.step()
    hist["t"] = t
    history.append(hist)

phi = compute_phi(history)

print("\nAfter 25 steps:")
print(f"   Predictive rate : {history[-1]['predictive_rate']:.1f}%")
print(f"   C_min           : {history[-1]['C_min']:.2f}")
print(f"   Integrated Information Φ ≈ {phi} bits")

print("\nTimeline (first 10 steps):")
print("t  sensation[x,y,I]    action   new_pos  Pred_Rate   C_min")
for h in history[:10]:
    s = h["sensation"]
    print(f"{h['t']:2d}   [{int(s[0])},{int(s[1])},{int(s[2])}]  "
          f"{h['action']}  {h['position']}  "
          f"{h['predictive_rate']:.2f}%  {h['C_min']:.2f}")


